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This document details the technical architecture choices made for both the SILKC web
platform and the SILKC Machine Learning algorithm and API.
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SILKC Platform Global architecture

1. Technological choices
A tech stack is a combination of software products and programming languages used to

create a web or mobile application. Applications have two software components: client-side and
server-side, also known as front-end and back-end.

Each layer of the application builds on the features of the one below it, creating a stack. This
diagram shows the major building blocks of the recommended tech stack, but there can be other
supporting components included.

The SILKC project is required to be fully Open Source (or “Free Software”, which matches
Open Source philosophy with a higher moral standard). As such, each component of the tech stack
should be Open Source, to the possible exception of hardware and firmware (the software that
makes the hardware work), as these components are widely available and the software running on
them is widely compatible with many types of hardware.

1.1. Open Source
Open Source qualifies a set of licences that protect the users of a software by

allowing them to use, study, modify and redistribute the software they use. Open Source and
Free Software each have a series of “compatible” licences, the difference between both of
them usually being considered more of a philosophical question. Both are gathered under
the single term of FLOSS for Free/Libre Open Source Software.



Open Source and Free Software in general encourage re-use as a mechanism to
bolster innovation and efficiency, by not reinventing the wheel and being able to base one’s
work on the work of others before. This has the beneficial effects of reducing the cost to the
European taxpayer and generally improving human condition by making technology more
widely available.

In the context of any project financed or co-financed by public funds, we consider it to
be essential that the software produced through the project be Open Source. One of the
project’s members is specialised in the edition, publication and promotion of Free Software,
which explains some of the choices made in different stack elements of this project, but also
in its documentation and publication processes.

1.2. Back-end tech stack

The back-end contains the business logic that works behind the scenes to drive your
application. Users will never directly engage with the back-end, all information is passed back and
forth through the front-end.
The server-side programming language is PHP.

PHP is a server-side scripting language designed primarily for web development but also
used as a general-purpose programming language.

1.2.1. LAMP stack
LAMP is an archetypal model of web service stacks, named as an acronym of the names of its

original four Open Source components: the Linux operating system, the Apache HTTP Server, the
MySQL relational database management system (RDBMS), and the PHP programming language. The
LAMP components are largely interchangeable and not limited to the original selection. As a solution
stack, LAMP is suitable for building dynamic web sites and web applications.

Since its creation, the LAMP model has been adapted to other componentry (such as WAMP
for Windows), though it typically consists of free and Open Source software.

1.2.2. Server Side Programming Language
As compared to the other programming languages, PHP is rather easy to learn and maintain

and is considered one of the dominant languages for the development of web applications
worldwide. This is mainly because its syntax is based on the languages such as C and Perl.

The availability of multiple frameworks in PHP helps us to quickly build applications that
incorporate a variety of different features. These frameworks also impart security and speed to our
application development process.

Many famous (and Open Source) web applications are developed in PHP, such as WordPress,
Drupal, PhpMyAdmin and Wikimedia. Choosing PHP gives a high level of trust that the project will be
portable for years and years to come.



1.2.3. Client Side Programming Language
JavaScript is a high-level, dynamic, untyped, and interpreted programming language. It has

been standardised in the ECMAScript language specification. Alongside HTML and CSS, JavaScript is
one of the three core technologies of World Wide Web content production; the majority of websites
employ it, and all modern Web browsers support it without the need for plug-ins. JavaScript is
prototype-based with first-class functions, making it a multi-paradigm language, supporting
object-oriented, imperative, and functional programming styles.

1.2.4. Framework
One of the recommended PHP frameworks is Symfony.

Symfony is a PHP web application framework and a set of reusable PHP components/libraries. It was
published as Free Software on October 18, 2005 and released under the MIT licence. The framework
has a huge community and is widely used worldwide, with a strong European community, given it is
mainly maintained by a French company.
Symfony Community is a passionate group of over 300,000 developers from more than 120
countries, all committed to helping PHP surpass the impossible.

Symfony aims to speed up the creation and maintenance of web applications and to replace
repetitive coding tasks. It has a low performance overhead used with a bytecode cache.

Symfony is aimed at building robust applications in an enterprise context, and aims to give
developers full control over the configuration: from the directory structure to the foreign libraries,
almost everything can be customised. To match enterprise development guidelines, Symfony is
bundled with additional tools to help developers test, debug and document projects.

The design of the application will follow conventions and processes established by the
framework’s own documentation. This will make it better structured and more maintainable, and will
use best industry practices in terms of web software architecture.

1.2.5. Database Abstraction Layer
The recommended database abstraction layer is DoctrineORM.
The Doctrine Project (or Doctrine) is a set of PHP libraries primarily focused on providing

persistence services and related functionality. Its prize projects are an object-relational mapper
(ORM) and the database abstraction layer it is built on top of.

One of Doctrine's key features is the option to write database queries in Doctrine Query
Language (DQL), an object-oriented dialect of SQL.

1.2.6. Python
The Python programming language (v3) is used for the Machine Learning

model-training algorithms, with the SciKit Learn library. However, other elements of the tech
stack remain the same.

https://scikit-learn.org/stable/


1.3. Front-end tech stack
The front-end is the visual part of your application that users will see and interact with. This

interaction can happen through a web browser or a mobile app. When building for the web, the
front-end tech stack is made up of:

● HTML (Markup Language)
● CSS (Style Sheet Language)
● JavaScript (Scripting Language)

There is no front-end for the Machine Learning algorithm, which works essentially through command
lines and web services.

1.3.1. HTML5
HTML5 is a markup language used for structuring and presenting content on the World Wide

Web. It is the fifth and current version of the HTML standard.

1.3.2. CSS3
CSS3 is the latest evolution of the Cascading Style Sheets language and aims at extending

CSS2.1. It brings a lot of long-awaited novelties, like rounded corners, shadows, gradients, transitions
or animations, as well as new layouts like multi-columns, flexible box or grid layouts.

1.4. Underlying Architecture

1.4.1. Operating System
The recommendations for the underlying operating system is currently either Ubuntu or

CentOS. While CentOS seems to be the more stable operating system, the packages are not as up to
date as those present on Ubuntu.

Ubuntu is built on Debian's architecture and infrastructure. Ubuntu releases updated
versions predictably every six months, and each release receives free support for nine months with
security fixes, high-impact bug fixes and conservative, substantially beneficial low-risk bug fixes.

While both Ubuntu and CentOS are entirely Open Source, the drive behind the Ubuntu
project and the fact it is based on the Open Source-heralding Debian distribution makes it a more
reliable platform long term.

1.4.2. Data Storage
Data Storage is usually broken down into two categories :

● Relational or non-relational databases
● File Storage for user uploads or application generated files (cache, logs, exports…)



Relational Databases
Relational data such as user accounts need to be stored in a relational database such as

MySQL (MariaDB) or PostgresQL.
MariaDB is a community-developed fork of the MySQL relational database management

system intended to remain free under the GNU/GPL. Development is led by the original developers
of MySQL, who forked it due to concerns over its acquisition by Oracle Corporation and the impact it
could have on the Open Source nature of the project.

File storage
File storage not being a major source of concern for this project (it will not store user files),

we use the default file storage of the operating system.

1.4.3. Transactional Email
Transactional emails may also be called “triggered” emails because they include any email

that is triggered by a user's interaction with a web app. Oftentimes, transactional emails are sent
through SMTP relay or programmatically through a third party provider’s API.

The recommended way of handling transactional email, given the current time constraints is
to delegate the task to a third party service provider like Mailjet, Sendgrid, MailChimp etc…

The default mechanism is to use local e-mail sending systems provided in the Linux
distribution, such as Sendmail or Exim4, and it will work for the SILKC project provided it is
configured correctly. However, to reduce mail server trust issues common to the use of public cloud
hosted virtual machines, we will use an external SMTP service to send mails from the platform to the
users.

1.4.4. Error Logging
Error logging is managed, given the simple architecture, by the standard Linux, Apache

(including PHP) and MariaDB error logging processes.

2. Collection of Data

The data used through the SILKC application is collected in different ways. This section
describes each collection method.

2.1. Skills and occupations

For the collection of skills and jobs (occupations) data, we use the ESCO framework
available at https://esco.ec.europa.eu/. The ESCO framework provides readily-available
standard export formats like ODS and CSV at
https://esco.ec.europa.eu/en/use-esco/download

https://esco.ec.europa.eu/
https://esco.ec.europa.eu/en/use-esco/download


The English collection of skills and jobs is imported as part of the installation process
for the SILKC Platform, described here:
https://github.com/silkc/silkc-platform/blob/master/README.md

To support other languages, we select the latest version of the framework, the
“Classification” content, the English language (later on, we also export all other needed
languages) and choose the CSV format. The files are then imported through a series of
processes described in our documentation to enable new languages.
https://github.com/silkc/silkc-platform/blob/master/translations/ADD_LOCALE.md

2.2. Users, institutions and training

Users, institutions and training data are imported through an initial “dummy” import
included in the installation process (see
https://github.com/silkc/silkc-platform/blob/master/README.md).

Other data must come from real users trying the platform out, or from manual
collection of institutional and training data and is made through the platform’s web interface
directly.

3. Machine Learning algorithm
In its current state, the Machine Learning algorithm falls short of initial expectations, which
were to include many aspects of users’ personal traits and professional history in the
inference mechanism, providing recommendations on professional pathways.

This shortfall is due to 2 major events that have happened through the project.

3.1. Data Collection goals could not be achieved, in context

Data collection felt short of expectations: it was much more difficult to collect data on users
than initially thought, mainly due to the focus on 3 specific jobs. Even if we had collected
data on a wider range of jobs, it would have made the Machine Learning model less
focused, which would not have helped either as the samples would have been spread
across a larger array of vectors, which would not have increased quality.

For posterior projects that would include Machine Learning, we believe it is essential to plan
for more budget on the data collection side.

The data collection assumptions we took while presenting the project did not include the
natural sense of cautiousness and rejection of data collection that emerged from the
application, a few years before, of the GDPR. This had a massive effect on people refusing

https://github.com/silkc/silkc-platform/blob/master/README.md
https://github.com/silkc/silkc-platform/blob/master/translations/ADD_LOCALE.md
https://github.com/silkc/silkc-platform/blob/master/README.md


to share personal and professional data with this project, which is handled by 4 relatively
minor organisations (which does not inspire natural trust).

Also, our assumptions did not include the risk of a global pandemic like we had. As a result
of the pandemic, most efficient workers felt overloaded, lost or depressed and did not
engage as easily in surveys related to work.

3.2. Misunderstandings about the Machine Learning algo
expectations

Since around mid-project, we felt a growing misunderstanding between the application
development partners and the Machine Learning partner, which we failed to overcome.

The Machine Learning partner insisted that it was useless to develop a Machine Learning
algorithm with too little data as it would bear no relevant results.

The development team saw it as a “foundations” work, which should include all the relevant
elements in model training methods to include all the data at hand, even if the amount of
data itself was insufficient. As the data collected would increase with the functional
application, the model would slowly start to train on greater amounts of data, which would
solve the data *quantity* issue.

Sadly, we never got to an agreement on that aspect, which affected the development of the
Machine Learning algorithm.

4. Application output

4.1. To the final user

The application’s output is essentially to provide users with recommendations about
the best training path to obtain the skills necessary to start working in their dream
job/occupation.

The results will appear as a list of training, which are obtained through calculations of
both a Machine Learning algorithm and a series of “preference” filters set by the user.

In the future, the application would be able to recommend complex pathways (not
only training sessions, but maybe even transitional occupations) based not only on the skills



to achieve, but also on decisions by people sharing similar previous professional
backgrounds and sharing some personal aspect (age, location, etc).

4.2. To the project itself

The application’s output to the project is data. By continuously registering (with little
to no influence of personal data) interactions of users on the platform, and providing this
information back to the Machine Learning algorithm for its next “model training”, the
application is able to learn on its own and provide better training recommendations over
time.

5. Conclusions

The Open Source nature, the architecture design and the supervision of the Open
Source aspect by an experimented team will lead to an application that is well-grounded to
become much larger in the future.

The Machine Learning processes and indicators put in place (and foreseen to be put
in place in the future) will allow the application’s measurable quality to improve over time, in
a non-linear fashion, as little development will be required for quality improvements.


